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SUMMARY In the deep-submicron era, interconnect delays are becom-
ing one of the most important factors that can affect performance in the
VLSI design. Many state-of-the-art research in high level synthesis try to
consider the effect of interconnect delays. These research indeed achieve
better performance compared with traditional ones which ignore intercon-
nect delays. When applications contain large loops, however, there is still
much room to improve the performance by exploiting the parallelism. In
this paper, we, for the first time, propose a method to utilize pipelining tech-
niques and take interconnect delays into account together so as to improve
the quality of high level synthesis. The proposed method has the following
two characteristics: 1) it separates the consideration of interconnect delay
from computation delay, and allows concurrent data transfer and compu-
tation; 2) it belongs to modulo scheduling framework, in the sense that all
iterations have identical schedules, and are initiated periodically. We eval-
uate our method from two different points of view. Firstly, we compare our
method with an existing interconnect-aware high level synthesis that does
not utilize pipelining techniques, and the experimental results show that
our method can obtain about 3.4 times performance improvement on aver-
age. Secondly, we compare our method with an existing pipeline synthesis
that does not consider interconnect delays, and the results show that our
method can obtain about 1.5 times performance improvement on average.
In addition, we also evaluate our proposed architecture and the experimen-
tal results demonstrate that it is better than existing architecture in [1].
key words: software pipelining, interconnect delay, high level synthesis,
scheduling, performance

1. Introduction

In the deep-submicron process era, interconnect delays (es-
pecially global interconnect delays) are becoming one of the
most important factors that can affect performance, since the
gap between gate delay and (global) interconnect delay is
getting larger and larger [2]. Under such situation, taking
interconnect delays into account in high level synthesis has
become a hot topic [3]–[6].

As VLSI process technology advances, single-cycle
full chip communication becomes infeasible in multi-
gigahertz design. Thus high level synthesis that sup-
ports multi-cycle interconnect delays has been actively re-
searched. Traditionally, high level synthesis targets at
centralized-register based architectures, where functional
units (FU’s) read their operands from centralized register
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files (and write their results to centralized register files)
through relatively long buses. The centralized architecture
is simple, however, it is inefficient in the deep-submicron
era because of long cycle time. To reduce the performance
degradation caused by long buses, Kim et al. [7], [8] pro-
posed a distributed-register based architecture which dis-
tributes registers close to functional units. In this architec-
ture, each functional unit (FU) performs computation by us-
ing data stored in dedicated local registers, and data transfers
between different FUs are regarded as global communica-
tion that takes multiple cycles. This architecture separates
data transfer from computation, however, its irregular struc-
ture makes it difficult to estimate interconnect delays.

Cong et al. [9] conquered this issue. They proposed
a regular distributed-register architecture (RDR) which di-
vides a chip into a two dimensional array of islands. Each
island contains a cluster of computational elements, local
registers and a local controller. According to [9], the sender
register that drives a k-cycle global interconnect needs to
hold its value for k cycles when the data are transferred over
the interconnect. Like this, each data transfer requires a ded-
icated global connection. This may introduce extra wiring
overhead due to the possible existence of many simultane-
ous data transfers among the islands. To alleviate this prob-
lem, they extended the RDR architecture with pipelined in-
terconnects by inserting flip-flops on global wires (called
RDR-pipe) [1]. In this way, although a data transfer still
takes k cycles to go through an interconnect, new data can
be launched every cycle. Therefore, more data transfers can
share the same global interconnect.

Wires, as well as FUs, are important resources. They
limit the performance that can be achieved. Figure 1 illus-
trates the different interconnect schemes. Figure 1(a) shows
a mapping result on RDR architecture. Figure 1(b) shows
a mapping result on RDR-pipe architecture. The figure on
the left side is a scheduled data flow graph, whereas the fig-
ure on the right side is the mapping result. The large circles
labeled with OPi represent operations, and the small circles
labeled with ri represent registers. As the figure shows, RDR
needs five wire segments to satisfy all data transfers, while
RDR-pipe needs only three wire segments with a flip-flop
inserted.

However, the wire sharing in RDR-pipe is limited to a
local scope because a wire is sharable only for data transfers
between the two islands that the wire connects. To further
reduce the interconnect resource needed, it is mandatory for
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Fig. 1 Different interconnect schemes: (a) RDR, (b) RDR-pipe, (c)
RDR-dr.

the wire segment to be sharable by all data transfers. Based
on the RDR-pipe, we proposed a new regular distributed-
register architecture for dynamic routing (RDR-dr) in [10]
that directly supports wire segment sharing among all data
transfers. Figure 1(c) shows the mapping result on RDR-dr
architecture. The data transfer from OP1 to OP3 shares a
wire segment with the data transfer from OP1 to OP4, and
one more wire segment is saved.

These works indeed achieve better performance com-
pared with the traditional ones that ignore interconnect de-
lays. However, when applications contain large loops (e.g.,
digital signal processing algorithms), there is still much
room to improve the performance. Usually, such appli-
cations contain computations that can be executed concur-
rently, so they offer the possibilities of exploiting the par-
allelism. Yet the above methods, like Cong’s, execute the
loop in sequence, i.e., after the previous iteration finishes,
the next iteration starts. If the iterations can be executed in
an overlapped form, i.e., pipelined executions, the perfor-
mance can be improved a lot. Software pipelining [11] is
known as a powerful technique to realize such pipelined ex-
ecutions. Therefore, to further improve the performance, it
is desired to consider interconnect delays in pipeline synthe-
sis. However, there exists an issue that interconnect delays
are unknown at the stage of pipeline synthesis. Usually they
are not understood until after placement and routing.

In this paper, first, we present a novel regular
distributed-register architecture for dynamic routing (RDR-
dr). Next, on top of the RDR-dr architecture, we propose

a method to utilize pipelining techniques and take intercon-
nect delay information into account together in order to im-
prove the quality of high level synthesis. The primary ob-
jective is to maximize the throughput, in other words, to
minimize the product of the length of a control step† and
the initiation interval. The proposed method has the fol-
lowing characteristics: (1) it separates the consideration of
interconnect delay from computation delay, and allows con-
current communication and computation; (2) it is based on
swing modulo scheduling [12], and tries to find a minimal
initiation interval by giving a higher priority to nodes on re-
currences. The experimental results show the effectiveness
and efficiency of our method.

The rest of this paper is organized as follows. Sec-
tion 2 introduces basic concept of software pipelining tech-
nique and related work of multi-processor scheduling prob-
lem. Section 3 presents the target architecture and Sect. 4
discusses our proposed interconnect-aware pipeline synthe-
sis. Section 5 shows the experimental results and Sect. 6
concludes the paper.

2. Related Work

2.1 Software Pipelining Technique

One main category of software pipelining techniques is
modulo scheduling [11], [13]. The objective of modulo
scheduling is to generate a schedule for one iteration of a
loop such that the same schedule can be repeated at regular
intervals with respect to intra- and inter-iteration dependen-
cies and resource constraints. This interval is termed Initia-
tion Interval (II). The inverse of the product of the II and the
control step length (csl) is termed throughput. The time that
passes between the consumption of the first input and the
production of the last output in the same iteration is termed
latency. Note that throughput is an important factor that re-
flects the performance of the scheduled loop.

Furthermore, the II between two successive iterations
is bounded by recurrence constraints of the loop (RecMII)
and resource constraints of the architecture (ResMII). This
lower bound on the II is termed Minimum Initiation Interval
(MII = max(RecMII,ResMII)).

Swing modulo scheduling (SMS) [12] is a represen-
tative modulo scheduling algorithm. The essence of swing
modulo scheduling lies in its novel ordering technique of the
nodes. It takes into account the RecMII of the recurrence to
which each node belongs (if any) and as a secondary fac-
tor it considers the criticality of the path to which the node
belongs. This ordering technique enables the scheduler to
place each node close to both its predecessors and succes-

†In this paper, the term “control step” is used to represent time
which is originally continuous. In digital circuit, the continuous
time is often converted into discrete time for easier calculation.
Assume that the interval used to discretize the time is Δt. Then
each discrete time slot can be represented as a control step, and the
Δt is called the length of a control step. Specifically, control step n
(CS n) represents the time slot [Δt × n,Δt × (n + 1)].
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sors. So the lifetimes of registers can be reduced.

2.2 Multi-Processor Scheduling for Architectures with
Communication Delay

There are a number of works which consider the multi-
processor scheduling problem for architectures with com-
munication delays. Tongsima et al. [14] first constructed
an initial schedule by list-based scheduling algorithm, and
compacted the initial schedule iteratively by rotation and
remapping. Different to ours, they did not consider pipelin-
ing. Gerez et al. [15] used an approach in which an over-
lapped schedule with an initial initiation interval was con-
structed, and conflicts due to communication delays and link
contention were resolved by inserting idling cycles (increas-
ing the II). They later solved the problem using integer lin-
ear programming (ILP) [16]. Their primary objective is to
minimize the II. In our work, the primary objective is to
maximize the throughput.

3. Target Architecture

Figure 2 shows our proposed regular distributed-register ar-
chitecture for dynamic routing (RDR-dr), which is based
on Cong’s RDR-pipe architecture Ṫhe chip is divided into
a two-dimensional array of islands. Each island contains
the following components: (1) Local computational units
(LCU), such as adders, multiplexers, multipliers, etc.; (2)
Registers (REG), which form the local storage elements in
each island; (3) Communication interface (CI), which car-
ries out inter-island data transfers. Here, registers reside in
the interface. So the incoming signals are either relayed
through registers or directly switched to different directions;
(4) A controller for local computation (LCC), which pro-
vides control signals for local computational units and reg-
isters.

The key difference between our RDR-dr architecture
and Cong’s is that in our RDR-dr, each island contains a
communication interface, which supports dynamic routing
and wire segment sharing among all data transfers. A com-
munication interface neighbors the four communication in-
terfaces of its north, south, west and east islands respec-
tively. The channels consisting of wire segments connect

Fig. 2 A 3 × 3 array-based RDR-dr architecture.

two neighboring communication interfaces. It is obvious
that the number of wire segments in a channel equals to the
number of ports in the direction of communication interface
that the channel connects.

There may be a number of ports in each direction of a
communication interface. We set the constraint that a port
in one direction can be connected to only one port in an-
other direction, as illustrated by Fig. 3(a). We name the con-
nectable ports, e.g., < Ni,Wi, Ei, S i, Li >, a connection set.
Hence for a communication interface with M ports in one
direction, there are M sets. The reason why we have such a
constraint for ports is to avoid a too complicated communi-
cation interface structure. If a port in one direction can be
connected to multiple ports in another direction, many more
multiplexers have to be used and many more control signals
are needed.

The detailed structure of one connection set is given in
Fig. 3(b). The communication interface has the following
components to support dynamic routing:

1. Bidirectional ports. We use tri-state buffers to clarify at
which cycle a port is used as input and at which cycle
it is used as output.

2. Pipeline registers. One pipeline register is allocated to
each port except for the local ports. It forms the storage
element for inter-island data transfers.

3. A controller for routing (RC). We need control signals
for the cross bar, multiplexers and tri-state buffers.

4. Cross bar. The control signals configure the crossbar
on a cycle-by-cycle basis. Since we utilize pipelining
techniques, the number of connection states for each
communication interface is not more than II.

In addition, we call the elements (two tri-state buffers,
one register and two multiplexers) for one port connection
set element (CSE for short), as marked with dashed-ellipse
in Fig. 3(b).

As discussed in [7], compared with centralized-register
architectures, distributed-register architectures can achieve a
short clock period and reduce the performance degradation
caused by long interconnects. Because RDR-dr distributes
registers to each island, it can consider interconnect delay

(a) A communication interface. (b) Structure of connection set.

Fig. 3 Communication interface.



GAO et al.: INTERCONNECT-AWARE PIPELINE SYNTHESIS FOR ARRAY-BASED ARCHITECTURES
1467

separately from computation delay and allow multi-cycle in-
terconnect delays. So the delay of long interconnects does
not lengthen the clock period any more.

The high regularity of RDR-dr facilitates the estimation
of interconnect delays, which can be a function of the loca-
tions of related islands. In particular, we use the following
formula to estimate the interconnect delays:

w = (|x1 − x2| + |y1 − y2|) ∗ a (1)

Here, (x1, y1), (x2, y2) are the coordinates of the islands,
and a is a parameter (a positive real number) which repre-
sents the interconnect delay between neighborhood island.
So, the interconnect delays are assumed to be proportional
to the Manhattan distance among the islands.

Moreover, the structure of communication interface in
Fig. 3 enables operation and wire chaining. In addition to
local registers, a computational unit can also read data from
a pipeline register in communication interface, or a register
in another island.

4. Interconnect-Aware Pipeline Synthesis (IAPS)

In this section, we present our proposed interconnect-aware
pipeline synthesis (IAPS for short) method, which targets
the RDR-dr architecture. We first introduce the overall de-
sign flow, and then illustrate the benefit of both consider-
ing interconnect delays and utilizing pipelining techniques
in high level synthesis through a motivational example. Fi-
nally we describe key steps of this synthesis method, in-
cluding binding, placement and interconnect-aware pipeline
scheduling.

4.1 Design Flow

Figure 4 shows the overall design flow. The inputs are the
following: (1) A behavioral description like C source code.
It contains a for loop whose body consists of assignments,

Fig. 4 Overall design flow.

arithmetic and logic computations†. (2) The island structure
and delay information of the target RDR-dr architecture. (3)
A resource library which defines the available functional
units, registers, etc.

Given the behavioral description, IAPS first generates
a dependence graph. The dependence graph of an innermost
loop consists of a set of four elements (DG = {V, E, d, δ}).
The elements are defined as below. R+ represents positive
real numbers, and Z+ represents positive integer numbers.

• V = {vi|i = 1, 2, ..., nops} is a set of nodes of the graph,
where each node vi ∈ V corresponds to an operation in
the loop.
• E = {(vi, v j)|i, j = 1, 2, ..., nops} is a set of edges, where

each edge (vi, v j) ∈ E represents a dependence from
operation vi to operation v j.
• The delay function d : V → R+ is a multiple-to-

one mapping between operation nodes and positive real
numbers. d(vi) = di (di ∈ R+) indicates that the com-
putation delay of operation vi is di.
• The distance function δ : E → Z+∪{0} is a multiple-to-

one mapping between edges and nonnegative integers.
δ(vi, v j) = δi j (δi j ∈ Z+∪{0}) indicates that operation v j

of iteration I depends on operation vi of iteration I−δi j.
Here, I, which represents the iteration index of a loop,
is a nonnegative integer (namely, I ∈ Z+ ∪ {0}).

Next, with resource allocation, IAPS performs an ini-
tial pipeline scheduling (e.g. swing modulo scheduling),
whose result is used in the following binding and placement
steps. Then, IAPS assigns for each node a component (i.e.
functional unit) on which the node is executed. After this, an
interconnected component graph (ICG) [8] is derived from
the dependence graph with binding information. An ICG
is a graph G(VICG, EICG), where VICG represents a set of
components/FUs to which the nodes of dependence graph
are bound, and EICG represents a set of directed edges be-
tween components and denotes data transfers between com-
ponents. In fact, an inter-component edge is a directed edge
in dependence graph whose source node and target node are
bound to different components.

Following this, IAPS performs the placement, which
takes the ICG as input, and places the components/FUs into
the target island structure. At this point, the location of
each component/FU is known, and the interconnect delay
between different FUs can be derived. Then IAPS performs
pipeline scheduling with the obtained interconnect delay in-
formation. Finally, after register and port binding, IAPS
generates data path and distributed controllers. The outputs
are: 1) information of scheduling, placement and binding
results; 2) a data path in the form of structural netlist and
distributed controllers in the form of FSM.

†A loop containing conditional statements (if ) can be handled
after applying if-conversion [17]. For multiple non-nested loops,
they can be handled after loop merging.
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4.2 Motivational Example

In this subsection, we illustrate the benefit of utilizing
pipelining technique and considering interconnect delays to-
gether in high-level synthesis. We perform two kinds of
comparisons: one is the comparison of pipeline synthesis
with/without interconnect delay consideration, and the other
is the comparison of interconnect-aware high-level synthesis
with/without pipelining utilization. For easier explanation,
we refer to the synthesis with pipeline utilization as Pipe,
and synthesis without pipeline utilization as Non-Pipe.

Figure 5(a) shows a dependence graph inside a loop.
For simplicity, here we assume that: 1) all nodes are of
the same type (eg. addition) and are with a uniform delay
(=2 ns); 2) three resources (Res1, Res2 and Res3) are al-
located. First, the case of Pipe is discussed. According to
swing modulo scheduling (SMS), the minimum initiation in-
terval MII is equal to max{ResMII,RecMII} = max{2, 0} =
2, and the pipeline scheduling result is as in Fig. 5(b). The
six nodes are scheduled into four control steps with a con-
trol step length (csl) of 2 ns if interconnect delays can be
ignored.

In the conventional high level synthesis, interconnect
delays are assumed to be negligible compared with com-
putation delays. However, this is not realistic in deep sub-
micron era any longer. Interconnect may introduce extra

Fig. 5 Motivational example.

delays after placement and routing. Figure 5(c) gives the
binding result. Suppose that the placement result is as in
Fig. 5(d), the delay of each link is 1 ns. Recall that in the
conventional synthesis flow, interconnect delays are consid-
ered as a part of one control step, and all data transfers com-
plete within one control step. Thus to keep the effective-
ness of SMS scheduling result, the length of control step
has to be increased to 3 ns (2 ns for computation and 1 ns
for data transfer), as Fig. 5(e) shows. The latency becomes
4 × 3 = 12 ns, and the throughput becomes 1/(2 × 3) = 1/6
per nanosecond.

If we use the RDR-dr architecture and separate the
consideration of interconnect delay from computation de-
lay, as our proposed method does, we can get better results
as shown in Fig. 5(f). The csl is selected to be 1 ns. The
II is 4 and the latency is 9 × 1 = 9 ns. The throughput
is 1/(4 × 1) = 1/4 per nanosecond, 1.5 times as that of the
conventional pipeline synthesis flow without considering in-
terconnect delays.

Next let us consider the results of Non-Pipe that uses
a list scheduling algorithm. Figure 5(g) shows the initial
list scheduling and binding results. Figure 5(h) shows the
placement result, and Fig. 5(i) shows the list rescheduling
result with interconnect delay considered. The csl is se-
lected to be 1 ns, and the six nodes are scheduled to nine
control steps. Assume that the loop has only 8 iterations
for simplicity. With Non-Pipe, it takes 9 × 1 × 8 = 72 ns
to execute this loop. However, with Pipe, it takes only
[II × (N − 1) + L] × csl = [4 × (8 − 1) + 9] × 1 = 37 ns,
about two times faster than that of Non-Pipe flow.

4.3 Binding

The binding is a function b : V → R, where V represents the
nodes of dependence graph, R = {1, 2, ..., nres} represents
the available FU resources. It assigns for each operation a
component (or FU) on which the operation is executed. It
has two objectives: (1) to reduce the potential data trans-
fers among components as many as possible; (2) to bind the
dependent operations on a recurrence (or on a critical path)
to the same component as many as possible. The binding
step uses the result of previously performed initial pipeline
scheduling. Its detailed procedure is as follows.

1. Construct a weighted compatibility graph for each op-
eration type [18]. In order to achieve a minimal II,
during the binding we try to bind dependent operations
on a recurrence (or on a critical path) to the same com-
ponent as many as possible.
We assign four kinds of weight: (a) the highest weight
to an edge between a pair of compatible operations that
are dependent and are on a recurrence; (b) the second
highest weight to an edge between a pair of compatible
operations that are dependent and on a critical path; (c)
the third highest weight to an edge between a pair of
compatible operations that are dependent; and (d) the
lowest weight to an edge between a pair of compatible
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operations that are not dependent to each other.
2. For each operation type, search for the maximum

weight cliques that cover the graph [18]. Note that
since we consider pipelining, the maximum number of
nodes in one clique is not more than II.

An interconnected component graph (ICG) is then de-
rived from the dependence graph with binding information.

4.4 Placement

The placement is a function p : VICG → (Z+∪{0},Z+∪{0}),
where VICG represents the components of the ICG graph,
and (Z+ ∪ {0},Z+ ∪ {0}) represents the coordinates/locations
of islands in the target architecture. It places the compo-
nents/FUs of the ICG graph into the target architecture. In
other words, it determines the locations of components/FUs.
In our implementation, we utilize a simulated-annealing
based placement algorithm and its details are as follows.

1. Solution space: We define the bin structure to be the
same as the given island architecture. Components
in ICG graph are placed to the islands with area con-
straints.

2. Move: Two types of moves are allowed: 1) component
move, which randomly selects a component and moves
it to another island; 2) component interchange, which
randomly interchanges two components in different is-
lands.

3. Cost function: We use the same cost function as
proposed in [19]. The delay cost of an edge in
ICG is the product of the edge delay and its weight
(delay cost(e) = delay(e) × weight(e)). We use initial
pipeline scheduling to identify critical edges in the ICG
and assign a high weight to them. The edge delay is the
interconnect delay between the two islands where the
related components are placed. Delay Cost is the sum
of all the delay cost of all edges in ICG.

4.5 Interconnect-Aware Pipeline Scheduling

In this subsection, we discuss our proposed interconnect-
aware pipeline scheduling algorithm in detail. This is the
main contribution of our work and its originality is that it
considers interconnect delay effect and utilizes pipelining
techniques together in the scheduling problem. The prelim-
inary work of this part is published in [20].

4.5.1 Problem Formulation

The problem of interconnect-aware pipeline scheduling can
be stated as follows: Given a dependence graph (DG), a tar-
get architecture, the binding and the placement result infor-
mation, find an integer labeling of the operations t : V →
Z+ ∪ {0}, where the nonnegative integers represent the start
time of these operations, i.e., the control steps at which these

Procedure 1 Interconnect-aware pipeline scheduling
1: Calculate the minimum initiation interval (MII);
2: Decide the priority of the nodes and save the result into an ordered list;
3: II=MII;
4: repeat
5: scheduled=true;
6: for all the nodes in the ordered list do
7: Schedule the node based on its previously scheduled predecessors and suc-

cessors;
8: if fail to schedule then
9: scheduled=false; break;

10: end if
11: end for
12: if scheduled==false then
13: II + +;
14: end if
15: until All nodes are scheduled successfully

operations start execution. The primary objective is to max-
imize the throughput. The secondary objective is to mini-
mize the latency under the maximal throughput. Note that
throughput is the inverse of the product of initiation interval
II and control step length csl. Maximizing the throughput is
equivalent to minimizing the product of the II and the csl.

4.5.2 The Proposed Method

The basic algorithm for solving the problem is given in Pro-
cedure 1. Initially, IAPS finds a control step length (csl) that
is the greatest number by which the computation delays and
interconnect delays are dividable. Before scheduling, there
are two things to do: the first thing is to calculate a lower
bound on the II, i.e., the minimum initiation interval (MII);
the second thing is node ordering, which decides the pri-
ority in which the nodes of the graph are scheduled in the
scheduling phase. Basically, the scheduler begins with MII
(II = MII), and sees whether the nodes could be scheduled
under this II or not. If it could not be scheduled, increment
II, and repeat the scheduling. As to the calculation of MII,
please refer to [13].

We take swing modulo scheduling (SMS) [12] as a ba-
sis for our work and use its node ordering technique. In the
pipeline scheduling, we make modifications by adding the
effect of interconnect delays. Let us first consider the timing
relation between dependent operations. Assume that opera-
tion v is dependent on operation u, i.e., (u, v) ∈ E. The de-
pendence constraint requires that the execution of operation
v should start after the computation result of u is transferred
to a local register from which operation v reads operand.
Specifically there are two cases:

1. Operations u and v are in the same iteration, namely,
δ(u, v) = 0. The start time of operation v is at least as
large as t(u) + d(u) + w(p(b(u)), p(b(v))), where t(u) is
the start time of operation u, d(u) is the computation
delay, b(u) and b(v) are the resources to which opera-
tions u and v are bound, and w(p(b(u)), p(b(v))) is the
estimated interconnect delay between positions where
resources b(u) and b(v) are placed.

2. Operations u and v are from different iterations,
namely, δ(u, v) > 0. Assume that operation v that is in
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the same iteration as u has a start time T : T ∈ Z+∪{0}.
Now, operation u’s successor v is actually δ(u, v) itera-
tions later, and the iteration that v belongs to is initi-
ated δ(u, v) × II control steps later than the iteration
that u belongs to. Thus the start time of v is effectively
T − δ(u, v) × II.

In summary, the timing constraint between dependent oper-
ations (u, v) ∈ E can be expressed in Eq. (2).

t(v)≥ t(u)+d(u)+w(p(b(u)), p(b(v)))−δ(u, v)×II (2)

The scheduler schedules the operations one by one in
the order given by the ordering technique. When an op-
eration u is to be scheduled, it may have direct predeces-
sors and/or successors that have been scheduled. Assume
that the previously scheduled predecessors of operation u
are contained in a set PSP(u), and the previously scheduled
successors are contained in a set PSS(u).

The timing constraint imposed by its scheduled prede-
cessors requires that the start time of u is at least as large as
the maximum of the start times computed by each scheduled
predecessor in Eq. (2). We denote this earliest start time as
E(u) and express it as Eq. (3).

E(u) = Maxv∈PSP(u)(t(v) + w(p(b(v)), p(b(u)))

+ d(v) − δ(v, u) × II) (3)

The timing constraint imposed by its scheduled succes-
sors requires that the start time of u is less than or equal to
the minimum of the start times computed by each scheduled
successor. We denote this latest start time as L(u), and ex-
press it as Eq. (4).

L(u) = Minv∈PS S (u)(t(v) − w(p(b(u)), p(b(v)))

− d(u) + δ(u, v) × II) (4)

The resource constraint requires that within one itera-
tion, a resource is never used more than one time at the same
time mod II. This is satisfied by using a modulo reserva-
tion table (MRT) to keep track of the resource usage. When
schedule an operation u to control step T needing resource
r : r ∈ R, the entry for r at T mod II must be free, and mark
busy at the entry T mod II if scheduled. Thus under the
modulo scheduling constraint, it is pointless and redundant
to consider more than II contiguous time slots. If a time slot
can not be found within a range because of resource conflict,
it will not be found outside this range.

Hence, an operation is scheduled in different ways de-
pending on the neighbors of this operation that have been
scheduled previously.

1. If the operation u in question has only previously
scheduled predecessors, the scheduler calculates its
earliest start time E(u) as Eq. (3), and then scans
for a free time slot of resource b(u) within range
[E(u), E(u) + II − 1].

2. If the operation u in question has only previously
scheduled successors, the scheduler calculates its lat-
est start time L(u) as Eq. (4), and scans for a free time

slot of resource b(u) within range [L(u) − II + 1, L(u)].
3. If the operation u in question has both previously

scheduled predecessors and successors, the scheduler
calculates the earliest start time E(u) and the latest
start time L(u) respectively as described above. Then,
it scans for a free time slot of resource b(u) in range
[E(u),min(E(u) + II − 1, L(u))].

4. If an operation u has neither predecessors nor suc-
cessors scheduled, the scheduler computes the earliest
start time E(u) as Eq. (5), and scans for a free time slot
of resource b(u) in range [E(u), E(u) + II − 1].

E(u) = ASAP(u) + nop × k (5)

Here, ASAP(u) is the as soon as possible scheduled re-
sult of this node. nop is the number of nodes the depen-
dence graph contains, and k is the maximum intercon-
nect delay of the target architecture.

Then IAPS finds clock period(s) based on the obtained
scheduling result.

5. Experimental Results

In order to assess our proposed interconnect-aware pipeline
synthesis method and architecture, we perform three kinds
of comparisons.

1. Comparison of interconnect-aware high level synthesis
with/without pipelining utilization.

2. Comparison of pipeline synthesis with/without inter-
connect delay consideration.

3. Comparison of array-based architectures that al-
low/disallow wire segment sharing among all data
transfers.

For ease of explanations, we refer to the interconnect-aware
pipeline synthesis as Pipe withdelay (a), refer to pipeline
synthesis without interconnect delay as Pipe withoutdelay
(b), and refer to interconnect-aware high level synthesis
without pipelining utilization as NonPipe (c). These three
design flows are implemented in C++/Linux environment.
Given the input behavior description, we transform it into a
dependence graph through the intermediate representations
of the low level virtual machine (LLVM) compiler infras-
tructure [21].

5.1 Pipe withdelay versus NonPipe

In this subsection, we evaluate the effect of utilizing pipelin-
ing technique in interconnect-aware high level synthe-
sis. The design flow of NonPipe is the same as that of
Pipe withdelay in Fig. 4. Both of them consider intercon-
nect delays during the scheduling. The only difference is
that in Pipe withdelay flow the scheduler utilizes pipelining
techniques but in NonPipe flow the scheduler does not.

The benchmarks consist of ten programs in C. The for-
mer two are filters. In particular, filter is a simplified version
of the Sobel filter. iir is an infinite impulse response filter.
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The others are transforms. wavelet is a part of kernel loops
in the wavelet transform, jfdctfst is a forward DCT used in
MPEG4, idct is a two dimensional inverse discrete cosine
transform, dft8 is a part of kernel loop of 8-point discrete
Fourier transform, dct8 is of discrete cosine transform, dht8
is of discrete Hilbert transform and dst8 is of discrete sine
transform. In addition, jfdctfst i is the example obtained by
unrolling the loop jfdctfst i times.

There is a trade-off between the cost (the available re-
sources) and the performance. One case is that the user gives
the value of desired II, our synthesis method computes the
needed number of each kind of resource by techniques like
force directed scheduling. Another case is that the user gives
the available resources, our synthesis method computes a
schedule with possible minimal II and latency. In this ex-
periment, we try to find a schedule with low II and latency
under the assumption that the available resources are given.

The architecture and the number of resources needed
may vary with specific applications. In this experiment,
we assume a uniform resource allocation for all the above
benchmarks for simplicity. We use an abstract architecture
which distributes ALU and MUL in the way shown in Fig. 6
as the target platform. It can accommodate 16 specialized
MULs in the third and fifth rows and 40 ALUs in other rows
(#ALU : #MUL = 5 : 2). As for the details of floorplan, we
will explain later in Sect. 5.3. We also assume that: (1) ex-
cept for multiplication and division, all operations are per-
formed on ALUs; (2) the computation delay for all opera-
tions is normalized as 1; (3) the interconnect delay between
neighboring islands is x.

When the neighborhood interconnect delay x is 0.1,
and the computation delay is 1, the control step length (csl)
is selected to be 0.1. The results after mapping to the ab-
stract architecture is shown in Table 1. In this table, Op
refers to the number of operations, Lat refers to the latency
of one iteration, II refers to the realized initiation interval.

Let us estimate the execution time of a loop that has N
iterations. With NonPipe flow it is Lat × N × csl, and with
Pipe withdelay flow it is (II×(N−1)+Lat)×csl. When N is
large enough (say, infinite loop), the ratio of execution time
of the two flows is nearly equal to the division of the Lat
of NonPipe and II of Pipe withdelay. This ratio is given in
the last column. The number of resources each benchmark

Fig. 6 7*8 abstract architecture.

uses is shown in Table 2. From these results we can see that:
1) when x = 0.1, our method can achieve about 3.4 times
performance improvement on average; 2) we obtain more
performance improvement for small examples than that for
large examples. This is because of the limited available re-
sources (ALU:40, MUL:16). For small examples these re-
sources may be sufficient, but for large examples the limited
resources constrain the realizable initiation interval (II).

When the neighborhood interconnect delay becomes
relatively larger (say, x = 1), we can get more perfor-
mance improvement. As shown in Table 3, under the case
of x = 1, our method can improve the performance by about
8 times on average. As for the reason, it is because in

Table 1 Pipe withdelay versus NonPipe in case of x=0.1.

NonPipe Pipe withdelay
Op Lat II Lat ratio

filter 22 128 22 89 5.82
iir 24 109 64 99 1.7
wavelet 30 161 20 227 8.05
idct 53 144 20 181 7.2
jfdctfst 56 98 20 132 4.9
jfdctfst 2 111 101 38 166 2.66
jfdctfst 3 166 107 56 216 1.91
jfdctfst 4 221 114 62 229 1.84
jfdctfst 5 276 118 80 326 1.48
idct8 340 233 98 601 2.38
dft8 369 302 110 497 2.75
dct8 376 256 112 687 2.29
dht8 379 232 110 725 2.11
dst8 442 281 120 687 2.34
average - - - - 3.39

Table 2 Resource usage status.

NonPipe Pipe withdelay
Op #ALU #MUL #ALU #MUL

filter 22 4 1 10 1
iir 24 5 2 5 2
wavelet 30 4 1 15 2
idct 53 8 4 22 7
jfdctfst 56 8 5 27 5
jfdctfst 2 111 16 10 38 10
jfdctfst 3 166 24 15 40 15
jfdctfst 4 221 32 16 40 16
jfdctfst 5 276 40 15 40 15
idct8 340 34 16 34 16
dft8 369 40 16 40 16
dct8 376 34 16 34 16
dht8 379 37 14 37 16
dst8 442 35 14 35 16

Table 3 Pipe withdelay versus NonPipe in case of x=1.

NonPipe Pipe withdelay
Op Lat II Lat ratio

filter 22 20 4 18 5
iir 24 16 8 20 2
wavelet 30 26 2 39 13
idct 53 27 2 39 13.5
jfdctfst 56 24 2 32 12
jfdctfst 2 111 31 3 42 10.3
jfdctfst 3 166 34 4 43 8.5
jfdctfst 4 221 42 5 50 8.4
jfdctfst 5 276 49 6 51 8.17
idct8 340 53 8 108 6.63
dft8 369 56 9 100 6.11
dct8 376 59 9 92 6.56
dht8 379 59 9 106 6.56
dst8 442 54 10 125 5.4
average - - - - 8.01
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Table 4 Large examples: Pipe withdelay versus NonPipe in case of x=1.

NonPipe Pipe withdelay
Op Lat II Lat ratio

idct8 2 679 96 4 141 24
dct8 2 751 104 4 131 26
dht8 2 757 88 4 198 22
dst8 2 883 92 5 179 18.4

Table 5 Large examples: Resource usage x=1.

NonPipe Pipe withdelay
Op #ALU #MUL #ALU #MUL

idct8 2 679 82 37 126 66
dct8 2 751 74 32 124 74
dht8 2 757 82 28 132 72
dst8 2 883 98 35 129 66

Fig. 7 Runtime of our interconnect-aware pipeline scheduling algorithm.

Pipe withdelay flow, the operations of next iterations may
start computation during the period of communication be-
tween different FUs, while in NonPipe flow they cannot.

In the case of x = 1, we have evaluated with more
large examples on a 15 × 15 architecture, which contains
150 ALUs and 75 MULs. The results are shown in Table 4
and Table 5.

In the worst case, the computation complexity of our
interconnect-aware pipeline scheduling algorithm is O(n2),
where n refers to the number of operations. The actual run-
time of these benchmarks under x = 1 on an Intel(R) Xeon
5050 CPU 3.0 GHz is given in Fig. 7. The horizontal axis
represents the number of operations in the benchmark, and
the vertical axis represents the runtime in units of second.
We see that a practical problem with 883 operations can be
scheduled within 2 seconds.

5.2 Pipe withdelay versus Pipe withoutdelay

In this subsection, we evaluate the effect of considering in-
terconnect delays in pipeline synthesis. As we know, in the
conventional pipeline synthesis, the interconnect delays are
regarded as negligible, which is not a realistic assumption
nowadays. To keep the effectiveness of the conventional
pipeline scheduling result, the control step length has to be
increased to include the incurred interconnect delays.

Table 6 shows the comparison result when x = 0.1. The
wdelay is the interconnect delay introduced by placement
that has to be included within one control step. csl refers to

the control step length. Assume each loop has N iterations.
The execution time of each loop becomes [II × (N − 1) +
L] × csl. If N is large enough, the ratio of execution time of
two loops is nearly the division of II × csl of the two flows.
This ratio is given in the last column. From the result we
see that: (1) when x = 0.1, our method can improve the
performance by about 1.5 times on average; (2) we can get
a little more improvement for large examples than that for
small examples. This is because large examples have more
possibility to contain long interconnects after placement and
routing.

Table 7 shows the comparison result when x = 1. In the
case of x = 1, we can get better results, with performance
improvement of 8 times on average.

5.3 RDR-dr versus RDR-pipe

In this subsection, we compare our proposed RDR-dr archi-
tecture with the existing Cong’s RDR-pipe architecture. The
RDR-dr architecture supports wire segment sharing among
all data transfers, while RDR-pipe architecture does not.

To see the effect of allowing wire segment sharing by
all data transfers, we pick up the first three examples, and
map their scheduling results of the Pipe withdelay flow onto
the RDR-dr and RDR-pipe architectures respectively. The
mapping results are shown in Table 8. In this table, #ws
represents the number of wire segments required by each
example on RDR-dr/RDR-pipe architecture, #track repre-
sents the number of tracks required in interconnect channel,
w dr
w pipe represents the ratio of the number of wire segments
required by RDR-dr and the number of wire segments re-
quired by RDR-pipe, and t dr

t pipe represents the ratio of the
number of tracks required by RDR-dr and the number of
tracks required by RDR-pipe. The results show that both
the number of required wire segments and the number of re-
quired tracks are reduced a lot after allowing wire segment
sharing among all data transfers.

The RDR-dr architecture requires extra transistors for
the communication interface as shown in Fig. 3, while RDR-
pipe requires at most one register. Despite this fact, we show
that there is little or no actual area overhead. More specif-
ically, we present some layout techniques to implement the
communication interface beneath the interconnect channels
without increasing the channel width.

Figure 8 illustrates a partial floorplan of the RDR-dr
architecture, consisting of functional units and interconnect
channels of 32-bit data width. Assuming a 65 nm technol-
ogy, the sizes of 32-bit ALU and multiplier are estimated
to be 246 μm × 180 μm [22] and 246 μm × 246 μm [23], re-
spectively. The communication interface is placed around
the intersection of horizontal and vertical interconnect chan-
nels. CSEs in Fig. 3 are placed on four sides of the intersec-
tion. Assuming the wire pitch of communication intercon-
nect is 0.6 μm and the height of standard cells is 1.8 μm, we
can place CSEs for 3 bits in a row without increasing the
wire pitch as shown in Fig. 8. In addition to CSEs, a rout-
ing controller (RC) is required for each track. This can be
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Table 6 Pipe withdelay versus Pipe withoutdelay in case of x = 0.1.

Pipe withoutdelay Pipe withdelay
Op II Lat wdelay csl II*csl II Lat csl II*csl ratio

filter 22 2 9 0.3 1.3 2.6 22 89 0.1 2.2 1.18
iir 24 6 9 0.3 1.3 7.8 64 99 0.1 6.4 1.22
wavelet 30 2 17 0.5 1.5 3 20 227 0.1 2 1.5
idct 53 2 14 0.5 1.5 3 20 181 0.1 2 1.5
jfdctfst 56 2 9 0.5 1.5 3 20 132 0.1 2 1.5
jfdctfst 2 111 3 9 0.6 1.6 4.8 38 166 0.1 3.8 1.26
jfdctfst 3 166 4 9 0.8 1.8 7.2 56 216 0.1 5.6 1.29
jfdctfst 4 221 5 13 0.8 1.8 9 62 229 0.1 6.2 1.45
jfdctfst 5 276 6 19 1 2 12 80 326 0.1 8 1.5
idct8 340 8 26 0.9 1.9 15.2 98 601 0.1 9.8 1.6
dft8 369 9 24 0.9 1.9 17.1 110 497 0.1 11 1.56
dct8 376 9 33 1 2 18 112 687 0.1 11.2 1.61
dht8 379 9 33 1 2 18 110 725 0.1 11 1.64
dst8 442 10 34 1 2 20 120 687 0.1 12 1.67
average - - - - - - - - - - 1.46

Table 7 Pipe withdelay versus Pipe withoutdelay in case of x = 1.

Pipe withoutdelay Pipe withdelay
Op II Lat wdelay csl II*csl II Lat csl II*csl ratio

filter 22 2 9 3 4 8 4 18 1 4 2
iir 24 6 9 3 4 24 8 20 1 8 3
wavelet 30 2 17 5 6 12 2 39 1 2 6
idct 53 2 14 5 6 12 2 39 1 2 6
jfdctfst 56 2 9 5 6 12 2 32 1 2 6
jfdctfst 2 111 3 9 6 7 21 3 42 1 3 7
jfdctfst 3 166 4 9 8 9 36 4 43 1 4 9
jfdctfst 4 221 5 13 8 9 45 5 50 1 5 9
jfdctfst 5 276 6 19 10 11 66 6 51 1 6 11
idct8 340 8 26 9 10 80 8 108 1 8 10
dft8 369 9 24 9 10 90 9 100 1 9 10
dct8 376 9 33 10 11 110 10 125 1 10 11
dht8 379 9 33 10 11 99 9 106 1 9 11
dst8 442 10 34 10 11 110 10 125 1 10 11
average - - - - - - - - - - 8

Table 8 RDR-dr versus RDR-pipe with results of Pipe withdelay.

RDR-pipe RDR-dr

#ws #track #ws #track w dr
w pipe

t dr
t pipe

filter 28 3 12 1 0.43 0.33

iir 20 3 7 1 0.35 0.33

wavelet 48 3 30 2 0.63 0.67

average - - - - 0.47 0.44

Fig. 8 A partial floorplan of the RDR-dr architecture.

implemented using a (log2 II)-bit counter with some simple
decoders. Typically, this is sufficiently small for the area of
the intersection of horizontal and vertical tracks.

Also, the impact of the communication interface on the
overall performance is not significant because the RDR-dr
architecture adds only a few levels of multiplexers and tri-
state buffers compared to the RDR-pipe architecture.

6. Conclusion

With the development of silicon process technology, inter-
connect delays have become a very important factor in the
VLSI design and can no longer be ignored in high level syn-
thesis. On the other hand, software pipelining is a powerful
technique to accelerate the execution of loops. Considering
interconnect delays in pipeline synthesis can be a promis-
ing way to improve performance. In this paper, we, for
the first time, have proposed a method to utilize pipelining
techniques and consider interconnect delays together in high
level synthesis. The proposed method belongs to modulo
scheduling framework in the sense that all iterations have
identical schedules and are initiated periodically. During the
scheduling, we separate the consideration of interconnect
delay from computation delay. We evaluated the proposed
method from different points of view and the experimen-
tal results have shown that: (1) our proposed interconnect-
aware pipeline synthesis outperforms the existing works in
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high level synthesis which consider the effect of intercon-
nect delays or utilize pipelining techniques; (2) our pro-
posed algorithm is able to solve large practical problems,
and for an example with 883 nodes, it takes only 2 seconds.
We also evaluated the proposed RDR-dr architecture and the
experimental results revealed that our RDR-dr is better than
the existing RDR-pipe architecture.
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